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ABSTRACT

Procedural languages like C and FORTRAN have historically been the languages
of choice for implementing programs for high performance parallel computers. This
dissertation is an investigation of a high-level nested programming language, SequenceL,
and whether a Sequencel compiler that compiles to parallel code can be developed for a
parallel system. This dissertation has achieved the following results.

e Established a proof of concept that there exists a Sequencel compiler that can
create executable programs that embody the inherent parallelisms and other
implied controls structures in SequencelL,

¢ Developed a new intermediate language capable of representing the meaning of a
SequenceL source program,

o Developed the techniques for spawning threads to dynamically create parallelisms
using a threaded approach, and discovered that the SequenceL language implies a
parallel execution model,

¢ Identified a number of optimization and performance enhancement opportunities,

e Identified a new SequenceL language requirement for defining nesting and

cardinality typing information for SequenceL data structures.
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CHAPTER I

INTRODUCTION

This report presents the research in developing a compiler for Sequencel, a
nested high-level language that exploits the full extent of parallelisms inherent in a
problem solution. The specific results of the research are as follows.

¢ Established a proof of concept that there exists a SequenceL compiler that can
create executable programs that embody the inherent parallelisms and other
implied controls structures in SequenceL,

e Developed a new intermediate language capable of representing the meaning of a
SequencelL source program,

e Developed the techniques for spawning threads to dynamically create parallelisms
using a threaded approach, and discovered that the SequenceL language implies a
parallel execution model,

o Identified a number of optimization and performance enhancement opportunities,

e Identified a new SequenceL language requirement for defining nesting and
cardinality typing information for SequenceL data structures.

Why should developers consider this high level parallel language when so many
other high level parallel languages have not been particularly successful? The problem
with high level parallel programming languages is that they ultimately force the
developer into coding the data decomposition [Coo00]. This is also the nature of

procedural languages and the motivation for seeking improvements in programming from



high level parallel languages. The hard part of programming is making the implied data
product appear in the programmer’s mind when reading or writing the explicit control
structures that produce or process the data product. Something as simple as multiplying
two matrices together can quickly get lost in the coding that is required in a procedural
language like C.
for (i=0;i<=m.rows;i++)
for (j=0;j<=m.columns;j++)
{s=0;
for (k=0;k<=m.length-1;k++)
~ (s+=m{k*m{kG);)
mrli][j] = s;}

High-level functional languages like NESL [Ble96] and Sisal [Feo] attempt to
redefine the way data structures are realized. The following is an example of matrix
multiplication in NESL.

function matrix_multiply(A,B) =
{{sum({x*y: x in rowA; y in columnB })
: columnB in transpose(B)}
:TowA in A}

Note the nesting of the data structures, nesting levels are delineated by curly
brackets. A programmer decides where to locate the curly brackets based on the
parallelisms they wish to exploit. Even for so simple a numerical operation as matrix
multiply the distribution of the data structure across the control structure is explicitly
defined by the programmer.

Sisal requires programmers to explicitly express loops. The following matrix

multiplication example is written in Sisal, note the explicit use of the “for” looping

constructs.

38}



function dot_product( x, y : array [ real ] returns real )
forainx dotbiny
returns value of suma * b
end for
end function
type One_Dim_R = array [ real ];
type Two_Dim_R = array [ One_Dim_R J;
function matrix_mult( x, y_transposed : Two_Dim_R
returns Two_Dim_R )
for x_row in x % for all rows of x
cross y_col in y_transposed % & all columns of y (rows of
y_transposed)
returns array of dot_product(x_row, y_col)
end for
end function % matrix_mult

Like NESL, Sisal puts the responsibility for data decomposition onto the
developer through the need to explicitly express the computational loops upon which
concurrent or parallel opportunities are exploited.

For the same numerical method in SequenceL the programmer declares the
matrices and defines the calculation as a row multiplied by a column and the control
structure and parallelisms are implied.

{ {matmul(s_1(n,*),s_2(*,m)),where next = {([+([*(s_13,*),s_2(*,))DD}
taking [i,j] from cartesian_product([gen([1,...,n]),gen([1,....m])])}
matmul, s_1}

Given the level of complexity in as simple a numerical method as matrix
multiplication, the development of a procedural language algorithm for parallel execution
is just that much harder. (A description of Sequencel matrix multiply is presented in

Appendix B.) It has been estimated that the development of parallel code costs on

average $800 per line of code [Pan]. Even the migration of existing serial code to



parallel execution, a problem of critical interest in many enterprises, may cost anywhere
from $50 to $500 per line of code.

The goal of the SequenceL language [Co096] is to provide an environment where
the problem solution can be stated at a high level of abstraction — where one can describe
the data product explicitly and have the iterative and parallel program structures that
produce and process the data product generated automatically. In other words, the desire
is for a language that is based upon high-level constructs that permits one to declare data
products directly. In such an environment, the abstraction should be easier for the
problem solver — the problem solver no longer has the difficult task of envisioning the
elusive and implied data product. Rather than having to write the explicit algorithm that

implies the data product, the problem solver explicitly declares the data product.

1.1 An Introduction to Sequencel

The definition of the SequenceL language began in 1991. In 1995 the proof of
Turing-completeness was published [Fri]. The current version of the language was
completed in 1998. Parallelisms implied by the language statements were discovered in
early 1999. Papers introducing the language include [C0096, Co098, Coo00]. In this
section these papers are summarized in order to provide an overview of the language
constructs.

SequenceL is a high-level nested language whose fundamental data type is the

sequence. Sequences are collections of integers, reals, strings, identifiers, functions and



computations delineated by square brackets. Reals and integers can be mixed, but string
sequences can only appear in sequences with strings.
[1,2,3]
Sequence
(3]

Singleton
A sequence of one element is called a singleton. The simple sequence listed above
contains three singletons. Sequences can contain sequences. These types of sequences are
called multi-dimensional or nested sequences.

[[1,2,3],[4,5,61,[7,8,9]]

Sequences can contain references to identifiers and functions. The following
sequence contains references to the functions eigen, matmul and max and the input
variables s_1 and s_2.

[eigen,matmul,s_1,max,s_2]

Although not necessary, a language convention adopted for this dissertation is to
begin input variables with s_. Input variables are always constant sequences. Sequences
can also be unbalanced. The following is an example of an unbalanced sequence.

[11,2,3],[4,5], 6]
Unbalanced sequences are normalized before operations are preformed on them.
Therefore, normalization by default is performed for every sequence operation when

necessary. For example the following expression does not undergo normalization before

addition.



+([[1,2,3],[4,5,61])

The result produced by this expression is;
[5,7,8]

This next expression does undergo normalization before the addition.

+({[[1,2,3],[4,5].6])
Normalization before the addition results in;

+([[1,2,3],[4,5,4],[6,6,6])
The result produced by this expression is;
[11,13,13]

Computations can also appear in sequences. In the language definition the
functions and operators operate only on sequences and produce as results only sequences.
This expression contains a computation and a constant sequence.

[+([s_2]),[1,2]]
The expression is evaluated in place resulting. If s_2 has the following value;
s_2=[[1,2,3],[4,5],6]
Then the result produced by the expression is;
[[11,13,13],[1,2]]

SequenceL provides the following operators +,-,*./ in support of addition, subtraction,
multiplication and division.

The fact that function references and computations can appear in a sequence isa
powerful feature of SequenceL and supports the consume-simplify-produce philosophy

of the language. Details on this philosophy will be presented later in this section.



SequenceL has three basic constructs for processing sequences: regular, irregular

and generative constructs [C0096].

1.1.1 Regular Construct

A regular construct applies an operation in a uniform manner to a normalized
non-scalar operand or sequence. For example given the sequence.
s_1=[1,2,3,4,5]
The following SequenceL addition expression:
+([s_1])
Is applied to all the elements of the sequence s_1 in a uniform manner. The result of this
expression is a summation of all five singletons.

[15]

1.1.2 Irregular Construct

An irregular construct applies an operation selectively to a non-scalar operand
based on a conditional expression. Conditional expressions are expressed with the
“when” clause which has a relational operation component and a true and false
expression component. For example the following SequenceL expression uses the not
equal relational operator <>.

/([s_1(1),x(1)]) when <>([x(i),[0]) else [ ]
The true expression is;

([s_1(1),x(®)])



The false expression is the null or empty sequence.
(]
In this example only elements in x that are not equal to zero are divided into the
corresponding sub-sequence of s_1 which are selected by index i. Additional relational
operators include <, >, =, <=, >= which provide for less, greater, equal less than or equal,

and greater than or equal.

1.1.3 Generative Construct

While the regular and irregular reduce their inputs in terms of size and dimension,
the generative operation is an expansion operation. The following expression is a
generative expression.

gen([[1].....[51D

This generative expression results in the sequence.

((11.,[2].[3].[4].,[5]]

1.1.4 Consume-Simplify-Produce

The sequenceL tableau can best be described as a shared memory area that
contains a complete problem solution in SequenceL. This includes all functions,
operations and sequences. Within the tableau SequenceL expressions are processed using
a consume-simplify-produce strategy. When SequenceL expressions or functions are
referenced they proceed to consume input arguments and undergo a simplification

process before they are evaluated. When no more simplifications can take place the



simplified expressions are evaluated and a result is produced. The result produced will
normally be a sequence. Some functions can produce as a result, another function.
SequenceL expressions and function references are also placeholders in the tableau.
Therefore the result produced will replace the evaluated SequenceL expression or
function in the tableau. The examples in this paper use small data sets, memory is the
only limitation on the maximum size of an input data set.

A simple example of this consume-simplify-produce philosophy is illustrated in
the following example. Assume the following sequence appears in a function.

[eigen,matmul,max,s_2,s_1]

Assume that eigen and max are SequenceL functions and each accepts one input
argument. Matmul is also a SequenceL function, but it accepts two input arguments. In
the evaluation of this sequence, s_2 would be consumed by max. Max would then
simplify its expressions working towards producing a result that would replace max in
the sequence. The function matmul would then consume the result that max produced and
the sequence s_1. Matmul would then simplify its terms producing a result. The function
eigen would finally be referenced and it consumes the sequence produced by matmul,
eigen then simplifies its terms and produces a result. Note that this consume-simplify-
produce process continues until no more functions or operators appear in the tableau. In
this example all function references and input variables have been consumed, the only
expression left is the sequence produced by eigen. This consume-simplify-produce
philosophy is also the case for sequences containing nested computations. For example

the multiply/add operation in matrix multiply is carried out by.



[+H([*(s_1G,*).s_2(*,j)D] taking [i,j] from [{1,1],[1,2],[2,1],[2,2]]
In this example the multiply operation consumes the sequences s_1 and s_2 and

simplifies the nested expression, which becomes,

[
[ H[*([s_1(1,%),5_2¢*,1)D])
+H([*([s_1(1,%),s_2(*,2)D]D) ]
( H([*([s_1(2,%),s_2(*,HD])
H[*([s_1(2,%).s_2(*2)D) 1]

If we set,s_1 and s_2:
s_1=[1.2]
s_2=[[5,6],[7.8]]

The above set of terms are simplified further to:

[

[ H*({[11,05,71DD)
+H[*([[11[6,81DD ]

( HI*([[2L.I5,71DD
+[*([[21.6.81DD) 1]

Because the two sequences that are to be multiplied and added together are not the same
dimension, normalization will take place.
[
( +([(*([[1,11,[5,71D])
+H([*([[1,11,06,81DD) ]
[ +[*([[2,2L.[5,71DD)
+([*([[2,21.16,81DD) 1]
The terms are now ready for evaluation, and a result is produced.
In the above example, the identifiers i and j are indexes used by the index operation
to select sub-sequences of s_1 and s_2. The index construct s_1(i,*) also contains the

wildcard operator * which says select all. The wildcard is useful in selecting larger parts

of a nested or multi-dimensional sequence. For example given.

10



s_1 =[[1,21,[3,4],[5.6]]

The expression s_1(1,*) means “select all elements of sub-sequence 1”. Which results in:
[1,2]
The expression s_1(*,1) means “select only element 1 of all sub-sequences.” Which
results in:
[1,3,5]
In the nested computation example i and j are assigned values by the taking
expression:
taking [i,j] from [[1,1],[1,2],[2,1],[2,2]]

The taking expression is the only assignment statement in SequenceL. It processes the
sequence specified after “from,” in the above expression that sequence is;

((1,11,[1,2],{2,1],[2,2]]
We will call this sequence the “taking sequence.” Taking will assign parts of the taking
sequence to identifiers specified after “taking.” In this example there are two identifiers
after “taking.” The determination of how to assign parts of the taking sequence to the
identifiers is dependent on the number of identifiers specified. For the above expression
since there are two identifiers two assignments need to be made for each sub-sequence
taken from the taking sequence. The first sub-sequence processed will be [1,1], therefore
identifiers i and j are set to 1 and 1 respectively. If there had been only one identifier,

such as:

taking [i] from [[1,1],[1,2],[2,1],[2,2]]

11






